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Abstract

The complexity of behaviours in the financial markets mean that predicting the returns
of an asset is an inherently difficult problem. Predictive models based on financial data
are known to suffer from deficiencies such as overfitting, or more generally having weak
predictive performance. In this project we will investigate the efficacy of data augmen-
tation for the task of asset price forecasting via factor-based models. As part of the
data augmentation techniques we consider, we include deep generative models which
have gained significant popularity in the literature over the last few years. We study
the impact of data augmentation on (I) raw predictive performance and (II) portfolios
constructed with predicted returns, by using various financial metrics to investigate the
efficacy of data augmentation in this context. We will discuss technical details and
motivation for several approaches to synthesise new rows of tabular data, and quanti-
tatively compare the quality of synthetic samples using a selection of distance metrics.
We particularly focus on a group of architectures for deep generative modelling known
as the Variational Autoencoder (VAE) and Generative Adversarial Network (GAN), in-
cluding variants thereof. Our findings suggest that data augmentation could yield some
improvements in terms of prediction and portfolio quality across various model fami-
lies. We suggest several possible extensions to this work, including improvements to
some simplifications in the methodology, as well as alternative predictive and generative
models to consider.



iii

Acknowledgements

This project has been, at times, challenging - but ultimately incredibly rewarding. There
are several individuals to whom I would like to extend my thanks. Firstly, to Deniz
Akyildiz, for his advice and guidance as my supervisor at Imperial College London,
whose technical and overall support has been invaluable. Secondly, I would like to thank
Quantbot Technologies for the resources they have provided to complete the project:
both in terms of access to their model development infrastructure, as well as expert
quantitative research specialists who have helped guide the project. I would like to
directly thank Chris Chia and Zihao Jiang for providing their superb technical insights
and support throughout the duration of the project, and Thuong Lam for his help in
arranging the project collaboration.



iv

Contents

Abbreviations vi

1 Introduction 1
1.1 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.1.1 Data Augmentation . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.1.2 Factors and Asset Pricing . . . . . . . . . . . . . . . . . . . . . . . 2
1.1.3 Generative Models for Tabular Data . . . . . . . . . . . . . . . . . 3
1.1.4 Data Augmentation in Asset Pricing . . . . . . . . . . . . . . . . . 3

1.2 Objectives . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.3 Organisation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

2 Technical Background 5
2.1 An Overview of the Problem . . . . . . . . . . . . . . . . . . . . . . . . . 5

2.1.1 Factor Models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.1.2 Portfolio Allocation . . . . . . . . . . . . . . . . . . . . . . . . . . 6
2.1.3 Data Description . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

2.2 Generative Modelling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.2.1 Deep Generative Modelling . . . . . . . . . . . . . . . . . . . . . . 8

2.2.1.1 Neural Networks . . . . . . . . . . . . . . . . . . . . . . . 8
2.2.2 Variational Autoencoders . . . . . . . . . . . . . . . . . . . . . . . 9
2.2.3 Generative Adversarial Networks . . . . . . . . . . . . . . . . . . . 12
2.2.4 Comparing Generative Models . . . . . . . . . . . . . . . . . . . . 13

3 Methodology 15
3.1 Data Treatment . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

3.1.1 Factor Transformations . . . . . . . . . . . . . . . . . . . . . . . . 15
3.1.1.1 Normalisation . . . . . . . . . . . . . . . . . . . . . . . . 15
3.1.1.2 Imputation . . . . . . . . . . . . . . . . . . . . . . . . . . 16
3.1.1.3 Encoding . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

3.1.2 Cross-Sectional versus Temporal Perspective . . . . . . . . . . . . 19
3.2 Data Augmentation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

3.2.1 Baseline Approaches . . . . . . . . . . . . . . . . . . . . . . . . . . 19
3.2.1.1 Independent Resampling . . . . . . . . . . . . . . . . . . 19
3.2.1.2 Trajectory Resampling . . . . . . . . . . . . . . . . . . . 19
3.2.1.3 Principal Component Sampling . . . . . . . . . . . . . . . 20

3.2.2 Generative Approaches . . . . . . . . . . . . . . . . . . . . . . . . 20
3.2.3 Augmentation Metrics . . . . . . . . . . . . . . . . . . . . . . . . . 21



Contents v

3.3 Predictive Models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
3.3.1 Performance Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . 24

3.4 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

4 Results and Further Work 27
4.1 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

4.1.1 Synthetic Data Quality . . . . . . . . . . . . . . . . . . . . . . . . 27
4.1.2 Model Performance . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
4.1.3 Portfolio Performance . . . . . . . . . . . . . . . . . . . . . . . . . 28
4.1.4 Computational Cost . . . . . . . . . . . . . . . . . . . . . . . . . . 31

4.2 Further Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
4.2.1 Temporal Treatment . . . . . . . . . . . . . . . . . . . . . . . . . . 32
4.2.2 Generative Models . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
4.2.3 Predictive Models . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
4.2.4 Imputation Methods . . . . . . . . . . . . . . . . . . . . . . . . . . 33

5 Conclusion 34

A Appendices A1
A.1 Summary Statistics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . A1
A.2 Impact of Imputation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . A4
A.3 VAE Synthetic Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . A5



vi

Abbreviations

Adam Adaptive Moment Estimation 9

ReLU Rectified Linear Unit 9

BCE Binary Cross-Entropy 12, 23

CAPM Capital Asset Pricing Model 5

CMD Correlation Matrix Distance 21, 27

CTGAN Conditional Tabular Generative Adversarial Network 4, 20, 21, 26–28, 30, 32,
34

ELBO Evidence Lower Bound 10, 11

GAN Generative Adversarial Network ii, 2–5, 12–14, 32

GBT Gradient Boosted Trees 23

GRIN Graph Recurrent Imputation Network 33

HR Hit Rate 25, 26, 31

IC Information Coefficient 25, 28, 31

KL Kullback–Leibler Divergence 10, 14, 21

KS Kolmogorov-Smirnov 22, 27

LGBM Light Gradient-Boosting Machine 23, 24, 26, 28, 32

MAR Missing At Random 16, 17

MICE Multiple Imputation by Chained Equations 33

ML Machine Learning 22, 23, 27, 34

MLP Multilayer Perceptron 8, 9, 11–14, 23, 26, 28, 32

MNAR Missing Not At Random 16, 17

MSE Mean Square Error 9, 23, 28

PCA Principal Component Analysis 3, 27



Abbreviations vii

SDV Synthetic Data Vault 26

SGD Stochastic Gradient Descent 9, 11, 13

SMOTE Synthetic Minority Over-Sampling 2

SR Sharpe Ratio 25, 28, 31

TabDDPM Tabular Denoising Diffusion Probabilistic Model 32

TR Total Returns 24, 25, 31

tSNE t-distributed Stochastic Neighbour Embedding 3

TVAE Tabular Variational Autoencoder 4, 20, 21, 26–29, 32, 34

VAE Variational Autoencoder ii, 3–5, 9, 11–14, 20, 27, 34, A5

VI Variational Inference 5, 9, 10, 21

XGBoost Extreme Gradient Boosting 23



1

1 Introduction

Core to inferential statistics is the concept of regression analysis: determining, under
some probabilistic framework, the relationship (if any) between some set of variables.
Once a relationship has been established, we can create predictions of some target vari-
able given some observed features. As we are concerned with a probabilistic framework,
there is no guarantee that the relationship we establish captures the true behaviour of
each variable. Thankfully, even where some assumptions of a model are not strictly
adhered to, the results can often have significant utility, as espoused by Box (1976): “all
models are wrong, but some are useful”.

We can quantify the utility of a regression model by recording its predictive perfor-
mance; comparing the model’s predictions against observations from previously unseen
data. This approach, formalised with loss functions, is at the core to most modern
machine learning algorithms. When dealing with this type of problem, increasing the
number of observations reduces the level of uncertainty in predictions, particularly if
there is a complex underlying relationship. With limited observations, we encounter
issues of overfitting, whereby the relationship learned is idiosyncratic to a sample, rather
than the entire population. Furthermore, where there is a low signal-to-noise ratio, a
large amount of statistical noise relative to real interactions between variables, smaller
training samples may yield spurious results.

In this project we will be investigating whether a particular approach of improving
model predictive performance, data augmentation, is useful when applied to a specific
problem in finance - of modelling asset returns. We relate this to Box (1976) as we
will investigate how providing ‘fake’ training data to certain models may improve their
performance. The material which follows in this chapter will provide essential context
for the project, outlining related work in Section 1.1, the project’s precise objectives in
Section 1.2 and details of the project’s presentation in Section 1.3.

1.1 Related Work

In this section we will discuss data augmentation, and its applicability in a financial
context. We will go on to summarise contemporary approaches to modelling asset returns
using factors, and lastly move to a discussion of generative models for synthetic data.

1.1.1 Data Augmentation

The inspiration for a data-augmenting approach comes from the field of computer vision,
well summarised by Shorten and Khoshgoftaar (2019). In the setting of computer vision
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problems, models require large amounts of data, yet are still vulnerable to overfitting.
When training a classifier on a set of images, in an attempt to increase the sample size
and also mitigate overfitting, one may typically apply some basic manipulations to the
training set. This might consist of a geometric transformation (mirroring, cropping) or
altering the colour palette (e.g. modifying contrast values). Similar deep learning ap-
proaches often use GAN architectures to create more abstract representations of images,
also used for the same purpose (Frid-Adar et al., 2018).

In a financial context, often data sparsity is encountered, given that ten years of daily
trading data typically yield only ≈ 4,000 rows of training data. There is clearly also
a significant financial risk associated with overfitting, as there is a tendency to under-
predict extreme or so-called black swan events (Taleb, 2007). These parallels naturally
prompt an investigation into the efficacy of data augmentation in a financial context.

In a tabular setting, augmenting the training data requires some technique to gener-
ate new rows of data. There is a dual objective to this problem: generating samples
that closely match the empirical distribution of the observed data, and generating sam-
ples which may somehow improve the predictive performance of a trained model. It is
important to highlight that these objectives are distinct. For example, in a binary clas-
sification problem with severe class imbalance in the training data, it is well known that
approaches such as Synthetic Minority Over-Sampling (SMOTE), which aim to more
equally balance the classes, result in improved predictive performance (Chawla et al.,
2002). A model that uses augmented samples from the imbalanced distribution, however,
would maintain the class imbalance, and likely result in some degraded performance.

We quantify these two parallel objectives by generating augmentation metrics, capturing
the similarity in statistical properties of the real and synthetic data, as well as perfor-
mance metrics, demonstrating the utility of the augmented training data in making
predictions.

Lastly, we note that data augmentation is not the only technique to mitigating overfit-
ting, nor is it the most common for tabular data. For a given model, the inclusion of
some regularisation term can often improve out-of-sample model performance. We are
exploring an alternative approach as regularisation techniques are often model specific1,
and fine-tuning regularisation terms can be computationally expensive.

1.1.2 Factors and Asset Pricing

Factors, which we later discuss in more detail, represent some set of observed quantities
which may be related to the price of an asset. A model using several factors is referred
to as a dynamic- or multi-factor model. Multi-factor models are a highly active area
of research, however a full taxonomy of the factor zoo (Cochrane, 2011) has not been
achieved, in the sense that there exists no exhaustive list of factors. Some attempts have
been made to compile such a list, for example Harvey and Liu (2019) track and categorise

1Consider the regularisation parameter λ in the LASSO, versus the weight-regularisation term α in
a neural network - each parameter must be tuned separately for each model.
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over 500 distinct factors, although the project is no longer maintained. As novel factors
are created frequently and often iteratively, maintaining a centralised record is difficult.
Approaches to asset pricing via factors using machine learning are promising, although
there is uncertainty around how best to deal with issues of overfitting and interpretability,
particularly where ensemble predictions are used (Giglio et al., 2022), (Bagnara, 2022).

1.1.3 Generative Models for Tabular Data

When we refer to tabular data in this project, we are referring to a collection of variables
taking both continuous and categorical values which can be represented in a colum-
nar form (also referred to as panel data). There are several competing state-of-the art
approaches for generating synthetic rows of tabular data (Borisov et al., 2022), both
for general and domain-specific data. The approaches admitting the greatest success
utilise deep learning; generally falling into one of three classes of architecture: (i) VAEs
(Kingma and Welling, 2022), (ii) GANs (Goodfellow et al., 2014) and (iii) score-based
models (Sohl-Dickstein et al., 2015).

A consensus has not yet formed in deciding which metrics should be used to bench-
mark different synthetic data generation techniques. For visualisations, dimensionality
reduction techniques such as Principal Component Analysis (PCA) and t-distributed
Stochastic Neighbour Embedding (tSNE) plots are popular, see Desai et al. (2021) or
Yoon et al. (2019) for example. For quantitative comparisons, a range of distributional
(distance) and dependence metrics are used. A final comparison type is often referred to
as machine learning efficacy, and will either (i) label synthetic and original samples and
use accuracy metrics from a trained classifier as a score or (ii) use a predictive model
trained on the original sample as a baseline, and compare accuracy when training only
on synthetic data.

1.1.4 Data Augmentation in Asset Pricing

Classical approaches to generating synthetic data for financial problems are typically
model-driven; for example by generating Monte Carlo simulations under the Black-
Scholes model, Heston stochastic volatility model, or Lévy process-based modelling.
Newer approaches are more data-driven, in that they make few or no assumptions about
the structure of the data. Historically, some attempts were also made to model asset
returns jointly as multivariate normal variables, or more generally of a member of the
elliptical distribution family. With this approach, it is possible to estimate parameters
via maximum likelihood and sample from the resulting distribution. The main issue with
this approach was found to be that the assumption of an elliptical distribution family
for asset returns is not generally satisfied, see Chicheportiche and Bouchaud (2010).
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1.2 Objectives

As indicated in Section 1.1.1, in assessing the efficacy of data augmentation, we employ
two types of metrics: augmentation and performance. For the purposes of this project,
these types are not equally weighted: if an augmentation approach generates new samples
with near identical statistical properties to that of the original data, but provides no
improvement to (or degrades) model predictive performance, we should not consider the
approach as good. In this sense, the goals of the project are to:

(I) Assess the impact on raw predictive performance, for multiple model families, of
different data augmentation techniques for a factor-based asset return model.

(II) For each trained model, assess the impact on the respective constructed portfolios
for each data augmentation technique.

We will also explore augmentation accuracy as a secondary set of results, however for
reasons we have described this will not be considered as one of the primary goals.

1.3 Organisation

We have outlined related work, including relevant literature, and provided some context
for the problem which is the focus of this project. Below we provide brief summaries of
the remaining chapters.

Chapter 2: Technical Background precisely defines the problem in a financial con-
text, and provides key mathematical and statistical foundations for tools such as VAEs
and GANs.

Chapter 3: Methodology details the specific handling of the data, a collection of
baseline approaches for data augmentation, and more sophisticated deep-learning ap-
proaches, such as the Tabular Variational Autoencoder (TVAE) and Conditional Tab-
ular Generative Adversarial Network (CTGAN). We also discuss the exact techniques
with which we will use augmented data to form predictions of asset returns, defining
various metrics to compare approaches. We briefly detail implementation aspects of the
project.

Chapter 4: Results and Further Work discusses the performance of all investigated
augmentation techniques and predictive models, in line with the objectives defined above
in Section 1.2. Lastly, we summarise our findings and explore how the work in this project
could be extended, including lines of further investigation.

Chapter 5: Conclusion summarises the main findings of the investigation carried out
in the project.
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2 Technical Background

In this chapter we provide some mathematical details of the problems and tools described
in this project. In Section 2.1: An Overview of the Problem we define some key financial
equations, as well as a full description of the main data set, and respective notation.

Section 2.2: Generative Modelling provides details of the tools we will later use to carry
out data augmentation, introducing Variational Inference (VI), and describing how latent
variables can be used approximate a joint distribution. We lastly provide a precise
formulation for the VAE and GAN, discussing some differences, issues and potential
remedies for each approach.

2.1 An Overview of the Problem

2.1.1 Factor Models

When purchasing financial asset i from asset population i = 1, . . . , ni, with value V
(i)
t at

time t, investors aim to maximise the returns R
(i)
T = (V

(i)
T − V

(i)
t )/V

(i)
t for some T > t.

In this thesis, we will consider t to represent a daily index, where t ∈ {1, 2, . . . , nt}.
There are several approaches to modelling returns, including the classical Capital Asset
Pricing Model (CAPM) by Sharpe (1964),

R(i) = Rf + β(i)(E [Rm]−Rf ) + ϵi, (2.1)

for some fixed point in time, where Rf is the risk-free rate of interest; Rm is the
average return across the whole market and β(i) is the sensitivity defined as β(i) =
Cov(R(i), Rm)/Var(Rm), and ϵi represents a noise term.

The intuition behind (2.1) is that the excess returns of the market against the risk-free
rate, referred to as the market premium, is directly proportional to the excess returns of
an individual asset, known as the risk premium1. Some time after the introduction of
(2.1), the notion of factors was introduced, as an extension to CAPM.

Factors are metrics relating to assets which, it is postulated, impact their values. For
example, in the original three-factor model by Fama and French (1993), it is proposed,

R(i) = Rf + β1(Rm −Rf ) + β2f1 + β3f2 + β4 + ϵi (2.2)

1MPi = kRPi where MPi,RPi are market premium and risk premium respectively, can be reduced
to (2.1) by setting k = β−1

i , RPi = E(Ri)−Rf , MPi = E(Rm)−Rf .
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where f1 is the factor small minus big, describing the excess returns of smaller firms
compared to larger firms; f2 is the factor high minus low, describing the spread in re-
turns between companies with high versus low book-to-market ratios and {βi}4i=1 are
coefficients to be estimated.

In (2.2), the factors are metrics relating to the entire population of assets, however,
more generally factors can also refer to individual characteristics of an asset, such as
momentum, the past average returns of an asset over some recent period.

Following (2.2), several other factor-based models have been proposed, such as the pop-
ular five-factor model by Fama and French (2015) and multi-factor model by Rosenberg
(1974), of the form

R
(i)
t = β0 +

K∑
k=1

βkft,k + ϵi, (2.3)

where the subscript t denotes observations at time t. In this project, we will more
generally consider models of the form

R
(i)
T = g

(
{fi,t,k}Kk=1

)
, (2.4)

where fi,t,k denotes the k-th factor of asset i at time t and g(·) represents the functional
form of some arbitrary predictive model. Note that as T > t, we are also aiming to
generate forecasts, rather than the instantaneous models given in (2.1)-(2.3).

2.1.2 Portfolio Allocation

In order to use forecasted returns to build a portfolio, we must first transform the
estimated values produced by (2.4) to weights, which will be used to determine asset
capital allocations. We define wi to satisfy the constraints∑

i

wi = 0,
∑
i

|wi| = 1. (2.5)

These restrictions give wi ∈ [−1, 1], known as a long-short strategy, in that positive
weights indicate we should buy (‘go long’ on) an asset, and negative weights indicates it
should be sold (or ‘shorted’). It is typical for long-only strategies to update weights over
long periods, such as months or quarters, however our approach uses continual weight
updates (i.e. each day), to match the frequency of updated factor information.

To satisfy (2.5) we transform the estimated returns via

w
(i)
t =

R̂
(i)
T − 1

ni

∑i=ni
i=1 R̂

(i)
T∑

i |R̂
(i)
T |

.

There are several methods with which we could construct weights; however as it is not
the main focus of the project we choose this standard approach. Of the two constraints
in (2.5), the first is typically referred to as dollar neutral : summing to zero creates an
equal number of long and short positions. The second is known as constant leverage,
whereby all of our capital is invested each day.
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2.1.3 Data Description

In this project the asset population is US equities. Overall there are ni = 7,458 unique
assets over dates ranging from 2006 - 2018 for nt = 3,271 trading days. Every asset has
K = 73 daily factors and future returns RT for T ∈ (t+ 1, . . . , t+ 10). We denote our
data by

D =

Rt+1 . . . Rt+10 f1 . . . fK i t



R
(1)
2 . . . R

(1)
11 f1,1,1 . . . f1,1,K 1 1

R
(1)
3 . . . R

(1)
12 f1,2,1 . . . f1,2,K 1 2

R
(2)
2 . . . R

(2)
11 f2,1,1 . . . f2,1,K 2 1

R
(2)
3 . . . R

(2)
12 f2,2,1 . . . f2,2,K 2 2

...
. . .

...
...

. . .
...

...
...

R
(ni)
nt+1 . . . R

(ni)
nt+10 fni,nt,1 . . . fni,nt,K ni nt

(2.6)

In a multi-task learning setting, we might want to make simultaneous predictions for
(Rt+1, . . . ,Rt+10), however for simplicity we will reduce the target to a single variable.
Going forward, we denote RT = Rt+10 as our single target variable and will disregard
all other return variables.

Setting n = nint to denote the length of each column above, we can now more con-
cisely denote the training data as D =

(
RT , F

)
∈ Rn×(K+1) where RT ∈ Rn represents

observations of R
(i)
T highlighted in green above and F ∈ Rn×K represents K factor ob-

servations highlighted in blue. When referring to a specific row of the data, we will use
subscript notation Dj to refer to the j-th row.

2.2 Generative Modelling

We treat observations from our data as xi = (R
(i)
T , f

(i)
1 , . . . , f

(i)
K ) ∈ RK+1, which are i.i.d

realisations forming D = {xi}ni=1. Our goal is to learn the underlying joint distribution
p(x), where each xi ∼ p(x), such that we can generate new samples. Hidden Markov
models and Boltzmann machines are popular classical approaches to this problem, how-
ever deep learning approaches can potentially capture much more complex behaviour, as
alluded to by the so-called universal approximation theorem (Hornik et al., 1989). Ad-
ditionally, deep learning packages such as PyTorch allow the use of graphics-accelerated
hardware, significantly reducing the amount of time taken to train models.
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2.2.1 Deep Generative Modelling

2.2.1.1 Neural Networks

Deep generative models aim to learn the underlying joint density function using a neural
network architecture, typically paired with a gradient descent optimisation procedure.
The most fundamental neural network architecture is the Multilayer Perceptron (MLP),
which produces outputs according to a system of weights and biases, commonly applied
to both regression and classification problems and beyond.

Definition 2.2.1 (Neural Network). A neural network is a directed acyclic graph1

consisting of a series of nodes (or neurons) grouped into layers. The i-th neuron xi,j in
the j-th layer takes the value

xi,j = gj

Ñ
Nj−1∑
k=1

wk,i,jxk,j−1 + bi,j

é
where gj is referred to as the activation function for nodes in the j-th layer, wk,i,j refers
to the weight of the connection from the k-th neuron in the (j − 1)-th layer to the i-th
neuron in the j-th layer, xk,j−1 refers to the value of the k-th neuron in the (j − 1)-th
layer, bi,j refers to the bias of the i-th neuron in the j-th layer, a scalar value, Nj−1

refers to the total number of neurons in the (j − 1)-th layer.

Definition 2.2.2 (MLP). An MLP is a neural network composed of at least three layers:
an input layer, one or more hidden layers, and an output layer, where each activation
function for the hidden layers typically is non-linear.

An MLP endowed with a loss function L can be used to solve supervised learning prob-
lems. For example, suppose we have a single feature variable u ∈ Rn with n observations,
and a single target variable y ∈ Rn with a matching number of observations. We set the
elements of u to be the nodes in the input layer ℓ1 of the MLP, create a single hidden
layer ℓ2 with any number of nodes, and an output layer ℓ3 with a single node, which we
will call ŷ. Explicitly,

ℓ1 = u (input layer)

ℓ2 = g2(W
T
1 u+ b2) (hidden layer)

ℓ3 = g3

{
W T

2

[
g2(W

T
1 u+ b2)

]
+ b3

}
= ŷ. (output layer)

For classification problems we typically choose g3(·) = σ(·) known as the sigmoid func-
tion, where σ : R → [0, 1], and for continuous regression problems g3(·) is taken as an
identity mapping.

Suppose also that L(y, ŷ) = ∥y − ŷ∥2. Over the parameter space Θ = (W 1,W 2, b2, b3)

1A collection of vertices and corresponding edges, indicating direction between the vertices, such
that there are no closed loops in the graph.
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our objective is to find

θ̂ = min
Θ

∥∥∥y − g3

{
W T

2

[
g2(W

T
1 x+ b2)

]
+ b3

}∥∥∥2, (2.7)

and to do so we will use some Stochastic Gradient Descent (SGD) procedure. A wide
range of such optimisers exist (Ruder, 2016). In this project, any references to SGD can
be assumed to refer to Adaptive Moment Estimation (Adam) as the specific implemen-
tation.

Example 2.2.3 (MLP for Regression). Consider the task of predicting cross-sectional
(that is, at a fixed point in time) equity returns Ri based on two factors: the momentum
Mi and the price-to-book ratio PtBi for some security i. We can use an MLP with a
single hidden layer for this task.

Assume our MLP has an input layer with two nodes (x1,1 and x2,1), a hidden layer with
three nodes (x1,2, x2,2, x3,2), and an output layer with one node (x1,3). We apply the
Rectified Linear Unit (ReLU) activation function1 to nodes in the hidden layer and no
activation function (i.e. the identity function) to the output node.

The values of the nodes in the hidden layer are computed as follows:

x1,2 = ReLU(w1,1,2x1,1 + w2,1,2x2,1 + b1,2),

x2,2 = ReLU(w1,2,2x1,1 + w2,2,2x2,1 + b2,2),

x3,2 = ReLU(w1,3,2x1,1 + w2,3,2x2,1 + b3,2),

The value of the output node is computed as:

x1,3 = w1,1,3x1,2 + w2,1,3x2,2 + w3,1,3x3,2 + b1,3

Here, x1,1 = Mi and x2,1 = PtBi are our input features. The output x1,3 corresponds

to the predicted return R̂i. We train the MLP using the Mean Square Error (MSE)

function, L(R,“R) = ∥R− “R∥2, where “R are the predicted outputs.

Applications of deep neural networks for supervised learning problems are very well
documented (Gorishniy et al., 2023), however in the context of generative models we
are interested in unsupervised applications - we want to generate samples from the
distribution generating D.

2.2.2 Variational Autoencoders

Before focusing on how deep generative models are structured, we will take a detour to
VI (Jordan et al., 1999), (Beal, 2003) outlining a regime with which we will derive the
VAE.

1The ReLU activation function is ubiquitous in deep learning, defined by ReLU(x) = max(0, x). The
impact of different activation functions is an active area of research, however ReLU is a popular choice
(Dubey et al., 2021).
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Under the notation in Section 2.2, we suppose there is some unknown latent variable z
with prior p(z), and that we have observed the likelihood p(D|z). Rather than attempt-
ing to explicitly compute the posterior p(z|D), we aim to find q(z) such that it is close to
p(z|D) in some sense. Standard approaches employ Kullback–Leibler Divergence (KL)
as a means to quantify the ‘closeness’ of q(z) and p(z|D).

Remark 2.2.4. Divergence measures are similar to distance metrics, although do not
satisfy symmetry nor the triangle inequality, and act on probability distributions. For
our interests, it is important to note that for some valid divergence measure D, it is
always the case that D(p, q) ≥ 0, ∀p, q and D(p, q) = 0 ⇐⇒ p = q.

Definition 2.2.5 (KL). Let P ∼ p, Q ∼ q be continuous random variables with support
S on the respective densities. The KL divergence is given by

DKL(P || Q) =

∫
S
p(x) log

Å
p(x)

q(x)

ã
dx. (2.8)

Explicitly, over some family of functions qψ(·) parameterised by ψ, we adjust ψ to find
the distribution qψ such that

ψ∗ = argmin
ψ

DKL

(
qψ(z) || p(z|D)

)
, (2.9)

where the variational aspect of VI relates to differing choices of ψ, sometimes known as
the variational parameter.

However, the posterior p(z|D) is still unknown, so when computing (2.9), we make the
observation that

DKL

(
qψ(z) || p(z|D)

)
= Eqψ

[
log

qψ(z)

p(z|D)

]
= Eqψ

[
log qψ(z)

]
− Eqψ

[
log p(z,D)

]
+ log p(D),

seeing that the final term is a constant with respect to the minimisation problem (it is
independent of ψ).

The quantity log p(D) is often referred to as the evidence. Rearranging the above, we
find

log p(D) = Eqψ
[
log p(z,D)

]
− Eqψ

[
log qψ(z)

]
+DKL

(
qψ(z) || p(z|D)

)
AsDKL ≥ 0 (Remark 2.2.4), it follows that log p(D) ≥ Eqψ

[
log p(z,D)

]
−Eqψ

[
log qψ(z)

]
.

Therefore, the difference in expectations is referred to as the Evidence Lower Bound
(ELBO), given by

ELBO(qψ, p) = Eqψ
[
log p(z,D)− log qψ(z)

]
. (2.10)

Now, we can equivalently view (2.9) as minimising −ELBO(qψ, p) or alternatively max-
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imising ELBO(qψ, p), using tractable terms.

The first method we will consider for tackling this optimisation is via neural networks,
specifically the VAE. The main idea is to train an MLP encoder to transform input
observations to a latent space, and then an MLP decoder to transform the latent obser-
vations back to the original space. This approach allows us to assume some standard
distribution on the latent space, meaning once the VAE is trained we can sample from
the latent space, apply the decoder to the results, and generate new samples from an
approximated p(D|z).

Definition 2.2.6 (VAE). The most basic VAE (Kingma and Welling, 2022) has three
sequential components: the MLP encoder qψ modelling z|D, the latent space z with
prior pz ∼ N (µ, σI) and the MLP decoder pθ modelling D|z. The objective is to
compute

(ψ∗, θ∗) = argmax
ψ,θ

ELBO(qψ, pθ), (2.11)

via SGD against the weights and biases of the encoder and decoder.

The choice of hyperparameters for the VAE include the layer shapes for the encoder and
decoder as well as the dimension of the latent space. In order for the model to train
efficiently, generally the latent space should have a smaller dimension than that of the
layers in the encoder and decoder, producing a ‘bottleneck’.

Remark 2.2.7 (Reparameterisation Trick). One of the main results of the original VAE
publication is the use of the reparameterisation trick for variance reduction, by applying
the transformation

z = µ+ σ ⊙ ϵ,

where µ,σ are deterministic parameters of the prior pz, ϵ is the random variable
ϵ ∼ N (0, I), and ‘⊙’ denotes element-wise multiplication. The benefits of this transfor-
mation are detailed in Kingma and Welling (2022).

D pθ(z)qψ pθz

Figure 2.1: Network architecture for the basic VAE. Solid lines represent vector spaces,
dashed lines represent MLPs.
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As we can see from Figure 2.1, once the VAE model is trained, approximate samples can
be generated via “D = pθ∗(z).

2.2.3 Generative Adversarial Networks

We highlight that the objective of the VAE is to minimise a quantity related to the
likelihood function. In this sense, the VAE is referred to as an explicit probabilistic
model, as we are dealing with a likelihood function directly. Alternatively, we might
choose another objective, not defined by the likelihood - such an approach is referred to
as an implicit probabilistic model.

We will now move to a discussion of GANs, a popular implicit probabilistic generative
model. In this context, there is no inherent theoretical advantage of the implicit approach
of the GAN against the explicit formulation of the VAE. Indeed, when the computational
performances of the two models are compared, both are typically labelled as ‘fast’ for
both training and generating new samples of data, see Section 20.2 in Murphy (2023).

The core principles of the GAN share similarities with the VAE: we define some latent
space z ∼ pz, create a generator G mapping the latent space to the domain of D, and
then create a discriminator D which acts as a classifier of real data samples and the
outputs from G. We hope to jointly optimise D and G such that D creates high-quality
samples. From earlier discussion we have seen that MLPs can act as both a generator
(see the VAE decoder) and a classifier, and therefore serve as an appropriate tool. What
remains to be determined is an expression for the loss function of the joint optimisation
procedure.

To achieve our desired behaviour, we first formalise the output goal of the discriminator:

D(x) =

®
1 x = D,
0 x = G(z).

(2.12)

Next, we assume D and G are members of a parametric family of functions, parame-
terised by ϕ and θ as Dϕ and Gθ. We then define the Binary Cross-Entropy (BCE) loss,
typically used in classification tasks where the output is in the unit interval.

Definition 2.2.8 (BCE Loss). For some u, u′ ∈ [0, 1] and fixed ground truth label u,

BCE(u, u′) = u log(u′) + (1− u) log(1− u′). (2.13)

Now, combining (2.12) and (2.13) gives

BCE
(
1, Dϕ(D)

)
= log

(
Dϕ(D)

)
, (2.14)

BCE
(
0, Dϕ(G(z))

)
= log

(
1−Dϕ(Gθ(z))

)
. (2.15)

From the above, in order to minimise losses, (2.14) implies we should minimise Dϕ.
Conversely, (2.15) is minimised when Dϕ is maximised, which is a contradiction. We
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instead choose to minimise Gθ and maximise Dϕ, giving an adversarial objective - in
that we simultaneously minimise the generator and maximise the discriminator.

Definition 2.2.9 (GAN). The most basic GAN (Goodfellow et al., 2014) is comprised
of an MLP generator Gθ : Rz → RD and MLP discriminator Dϕ : RD → [0, 1] trained
via SGD with the objective

(θ∗, ϕ∗) = min
θ

max
ϕ

[
log

(
Dϕ(D)

)
+ log

(
1−Dϕ(Gθ(z))

)]
. (2.16)

Similarly to the VAE, the choice of hyperparameters include the dimension of the latent
space as well as the respective MLP configurations for the generator and discriminator.
When SGD is performed in GANs, typically the terms relating to θ and ϕ are updated
sequentially - for instance the parameter θ is fixed and the gradient of Dϕ computed,
following by fixing ϕ and computing the gradient of Gθ and so forth.

Gθ
z

D Dϕ

Gθ(z)

[0, 1]

Figure 2.2: Network architecture for the basic GAN. Solid lines represent vector spaces,
dashed lines represent MLPs.

Again, similarly to the VAE, from Figure 2.2 we can see that once the GAN is trained
we can generate the approximate samples “D = Gθ∗(z).

2.2.4 Comparing Generative Models

We have presented the building blocks of two fundamental deep generative models, the
VAE and the GAN. As we have discussed, each model is most generally categorised as
explicitly and implicitly probabilistic, respectively. We will now discuss how these ap-
proaches differ in performance, including typical shortfalls and modifications with which



2 Technical Background 14

they can be addressed.

The efficacy of each approach is entirely dependent on the structure of the data. For
example, both VAEs and GANs are known to perform exceedingly well for problems in
computer vision (Wang et al., 2019b). Some common observations are that for the task
of generating new images from a training set, VAE outputs are often more ‘smoothed’,
resulting in blurry results - whereas GANs tend to produce clearer outputs. More gen-
erally, there are some common deficits of each approach, and alternative avenues for
addressing them.

Focusing firstly on the VAE, an established issue is that of posterior collapse. This
occurs when the KL divergence between qψ (which can be considered the approximate
posterior of z|D) and the prior distribution pz tends to zero, meaning that no infor-
mation about D is captured in the latent space. As with many of the issues we will
discuss, a model deficit is identified empirically and some heuristic approach proposed
to address it, without necessarily full explanation of the underlying causes. For VAE
posterior collapse, we refer to Dai et al. (2019) for a brief taxonomy of likely causes.
Although several remedies exist, a popular approach is to simply fix some lower bound
δ such that DKL(qψ(z|D) || pz(z)) ≥ δ - referred to as a δ-VAE (Razavi et al., 2019).

Moving on to GANs, we comment that colloquially GANs are referred to as being diffi-
cult to train, relating to the adversarial nature of the objective causing instabilities in
loss divergence (GoogleML, 2023). Another particular deficiency of the GAN is mode
collapse, whereby the outputs of G converge towards only a single mode of D, even
where D is multi-modal. The intuition for this phenomena is that, remembering G and
D represent separate MLPs with separate parameters, G may learn to generate samples
very closing matching a particular mode at a faster rate than D learns to discriminate
between modes. The details of the solution to this particular issue are beyond the scope
of this project, although typically involve incorporating some different distance metric
to the objective, such as the Wasserstein distance in the Wasserstein GAN (Arjovsky
et al., 2017).
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3 Methodology

This chapter provides an overview of the methods used to meet the objectives outlined
in Section 1.2. Section 3.1: Data Treatment describes how the data, D, is initially pro-
cessed, and Section 3.2: Data Augmentation discusses some basic and more sophisticated
approaches we will use to generate synthetic samples “D and create the augmented data
Daug. We will then go on to discuss how the resulting real and synthetic data are used to
form predictions in Section 3.3: Predictive Models, and lastly provide a brief summary
of operational details, such as programming language, packages and training workflow
in Section 3.4: Implementation.

3.1 Data Treatment

3.1.1 Factor Transformations

In machine learning, particularly in a financial context, the concept of feature engineering
is prevalent, see Butcher and Smith (2020) for a general overview, or Long et al. (2019)
for an application in finance. Feature engineering typically refers to applying some
form of reversible data transformation to input observations for a model, but can also
include generating new feature variables1. Using features in their ‘engineered’ form,
rather than raw, typically gives significant performance improvements in terms of the
model accuracy for both supervised and unsupervised learning. We will consider two
types of data transformation to ‘engineer’ our features: normalisation and imputation.
In normalising the features we aim to adjust each feature to a single scale in some sense,
and in imputing features we wish to treat missing values.

3.1.1.1 Normalisation

When dealing with neural networks, it is well established that efficient backpropogation
benefits from normalised features (LeCun et al., 1998). All factor data presented in this
report are normalised by day, i.e.fifi,t,k = fi,t,k − µt,k

n−1
i

∑ni
i=1(fi,t,k − µt,k)2

(3.1)

where µt,k = n−1
i

∑ni
i=1 fi,t,k is the daily mean of the k-th factor and time t.

1This approach could be seen as related to data augmentation; feature engineering uses some method
to generate new columns of data (rather than rows).
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3.1.1.2 Imputation

Not all factors have full observations, with the percentage of missing observations ranging
from 0% up to 47%, summarised in Figure A.1. Viewing data over time we see that in
some cases missing data is present before a factor is first introduced. For example, in
Figure 3.1 we plot the average values of f62, with the highest rate of missing observations,
and see that it is likely that the factor definition was created in 2012 (or perhaps was only
recorded from that point onward). We refer to such data as Missing Not At Random
(MNAR).

By contrast, in Figure 3.2 we view f11 in the time domain, with a missing rate of 21%.
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Figure 3.1: Average values of f62 observed over time.

We do not observe any continuous breaks in the data. Missing values of this form are
considered to be Missing At Random (MAR). MNAR and MAR can sometimes be dealt
with using a single treatment, such as replacing each missing factor observation with the
factor’s mean value1. Imputation methods range in sophistication, however are not the
primary focus of this project. We will use simple traditional approaches: forward-filling
MAR observations, and zero-filling MNAR observations. More sophisticated approaches
will produce more desirable results, see Emmanuel et al. (2021), however come with
additional computational costs.

Definition 3.1.1 (Forward-fill). For a fixed asset i and factor k we have the time
series of factors {f1, . . . , ft, . . . ,Mt′ , . . . , fnt} where Mt′ denotes a missing observation.
Forward-filling replaces Mt with the last observed value of ft<t′ .

1For our purposes, this approach violates causality, as information about future observations is
needed.
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Figure 3.2: Average values of f11 observed over time.

In addition to (3.1), all factors presented have undergone a forward-filling transforma-
tion, dealing with MAR values, although no single treatment is applied to MNAR obser-
vations. We see from Figure A.2 that zero-filling inflates zero values, and can generate
biases in the marginal density, whereas Figure A.3 suggests forward-filling has little im-
pact on the marginal density where there are no long continuous breaks in observations.

Figure 3.3 provides marginal density plots for all numeric factor observations. We ob-
serve that there is a range of distribution characteristics: some appear roughly Gaussian
(e.g. f15); others are heavily skewed or truncated (f48); some take mostly positive values
(f70 and f71); and some possess a bimodal structure (f69). Further, Table A.1 details
summary statistics for each factor, including kurtosis, indicating the ‘heaviness’ of each
factor’s tails - and we observe some large values. In this sense, the task of learning the
marginal distributions alone is non-trivial.

For predictive modelling, certain model families also benefit from further transforma-
tions, including separate treatments of MNAR observations, which will be discussed in
Section 3.3.

3.1.1.3 Encoding

Although most factors take continuous real values, some factors represent categorical
variables, such as industry or region. We handle these variables as follows: for fixed
asset i at time t, we transform categorical variable fk to fk ∈ {1, . . . ,# categories}, also
known as integer encoding.
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Factor 1 Factor 2 Factor 3 Factor 4 Factor 5 Factor 6

Factor 7 Factor 8 Factor 9 Factor 10 Factor 11 Factor 12

Factor 13 Factor 14 Factor 15 Factor 16 Factor 17 Factor 18

Factor 19 Factor 20 Factor 21 Factor 22 Factor 23 Factor 24

Factor 25 Factor 26 Factor 27 Factor 28 Factor 29 Factor 30

Factor 31 Factor 32 Factor 33 Factor 34 Factor 35 Factor 36

Factor 37 Factor 38 Factor 39 Factor 40 Factor 41 Factor 42

Factor 43 Factor 44 Factor 45 Factor 46 Factor 47 Factor 48

Factor 49 Factor 50 Factor 51 Factor 52 Factor 53 Factor 54

Factor 55 Factor 56 Factor 57 Factor 58 Factor 59 Factor 60

Factor 61 Factor 62 Factor 63 Factor 64 Factor 65 Factor 66

Factor 67 Factor 68 Factor 69 Factor 70 Factor 71

Figure 3.3: Marginal densities of each numeric factor fi ∈ [−5, 5].
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3.1.2 Cross-Sectional versus Temporal Perspective

There are two approaches with which (2.4) is typically handled: that of a cross-sectional
model or that of a sequential model. Under a cross-sectional approach, the objective is to
learn the general relationship between an asset’s factors and its returns. Under a sequen-
tial approach, we are also interested in how this relationship evolves over time. For prac-

tical purposes, a cross-sectional approach simplifies our problem to R
(i)
T = g

(
{fi,k}k=Kk=1

)
,

essentially treating successive observed returns (and factors) for a given security as in-
dependent. Despite this simplification, portfolios constructed from cross-sectional factor
models can outperform those built by time-dependent models, see Fama and French
(2019). For the remainder of the text, we apply a cross-sectional view to D.

3.2 Data Augmentation

3.2.1 Baseline Approaches

There are several baseline methods we use to carry out augmentation of the training
data. For each of these approaches, any noise is added to numerical columns only, and
categorical columns are preserved. We note that the procedures outlined below can be
viewed as a form of noisy bootstrapped aggregation - also known as bagging (Breiman,
1996), which itself has been documented to reduce overfitting in the general setting.

3.2.1.1 Independent Resampling

Most simply, we may randomly sample m times, with replacement, from {1, ..., n}, cre-
ating the sampling index j ∈ Rm and add some noise term ϵ ∼ N (0, σ2ϵ ) to form

Daug =

ï
D

Dj + ϵ

ò
(3.2)

where each row is treated as independently and identically distributed.

3.2.1.2 Trajectory Resampling

To incorporate time dependence, we could similarly resample full trajectories from the
original data. In this case, we randomly sample m times, with replacement, from{

{1, . . . , T − 1}, . . . , {ni, . . . , ni(T − 1)}

}

to create the sampling index, and form Daug as in (3.2).
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3.2.1.3 Principal Component Sampling

A third approach is to apply the singular value decomposition D = UΣV T , where
U ∈ Rn×n, Σ ∈ Rn×(K+1) is diagonal and positive semidefinite and V ∈ R(K+1)×(K+1),
then adding noise to UΣ to form

Daug =

[
D{

(UΣ+ Iϵ)V T
}m
j=1

]
.

This approach is analogous to applying a principal component transformation to D,
adding noise to the resulting space, and reversing the transformation on the result.

3.2.2 Generative Approaches

After some investigation, it was found the vanilla VAE implementation does not yield
high quality samples, appearing to generate samples “D ∼ NK+1(µ,Σ) approximately,
where µi, σij represent column sample mean and covariances of the original data. In this
sense it appears to ‘smooth’ the marginal densities, see Figure A.4. As such, we inves-
tigate some modified architectures which do not suffer from this problem. We choose
to use the TVAE and CTGAN architectures (Xu et al., 2019) for further experiments,
which have been shown to have good performance for tabular data problems.

The TVAE and CTGAN have two main differences in definition from their vanilla coun-
terparts. We will outline these differences, however for a full technical explanation see
(Xu et al., 2019). Firstly, both models apply mode-specific normalisation, whereby a
Gaussian-mixture model is fit to each column using an algorithm by Blei and Jordan
(2006). For each point fi in the column, we compute the probability that fi belongs
to the j-th constituent Gaussian distribution of the mixture model, N (µj , σ

2
j ). For dis-

tribution j to which the point is assigned with the greatest probability, we apply the
normalisation

fi − µj
σj

. (3.3)

The second difference relates only to the CTGAN model. In the vanilla setup, the
discriminator is given random samples from D and G(z) for comparison. For a categor-
ical column in D with some form of class imbalance, this sampling procedure preserves
the imbalance, and can result in mode collapse (discussed in Section 2.2.4), in that all
generated samples appear to be a member of the majority class. By altering the training-
by-sampling procedure through generating conditional samples, the CTGAN mitigates
majority-class mode collapse.

Typically when training the CTGAN and TVAE models, one would tune the hyperpa-
rameters to maximise some validation metric. As this can be computationally expensive,
particularly in this project’s application, we choose the fixed hyperparameters given in
Table 3.1 and Table 3.2.
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Parameter Value

Epochs 75
Batch size 10,000
Encoder dimension [256,256]
Decoder dimension [256,256]
Embedding dimension 64

Table 3.1: TVAE hyperparameters.

Parameter Value

Epochs 75
Batch size 10,000
Generator dimension [256,256]
Discriminator dimension [256,256]
Embedding dimension 64

Table 3.2: CTGAN hyperparameters.

We form augmented samples from the trained CTGAN using

Daug =

ï
D

Gθ∗(z)

ò
,

and for the TVAE using

Daug =

ï
D

pθ∗(z)

ò
,

under the notation defined previously.

3.2.3 Augmentation Metrics

In the discussion of VI in Section 2.2.2 we introduced the notion of divergence functions,
specifically KL divergence. We wish to compute d(D, “D) of real data D against synthetic

data “D for some metric d1. For this task KL is not appropriate as we wish to compare
the distance between discrete observations rather than probability distributions, however
there are several common alternative distance metrics which we will now introduce.

Firstly we will consider dependency metrics, quantifying the degree to which the syn-
thetic data captures the dependency structure of the original data across each factor (as
well as with the returns). A measure reflecting the closeness of linear correlation struc-

ture for D and “D is Correlation Matrix Distance (CMD) (Herdin et al., 2005), producing
values in the unit interval, where a smaller value represents a more similar correlation
structure.

Definition 3.2.1 (CMD). Given sample correlation matrices C, “C of D, “D respectively,
we compute the CMD as

dCMD

(
C, “C) = 1−

tr
[
C“C]

∥C∥F
∥∥“C∥∥

F

(3.4)

where for A ∈ Rm×n, ∥·∥F denotes the Frobenius norm given by ∥A∥F =
√
tr(ATA).

Remark 3.2.2 (Correlation Measures). CMD can more generally provide a distance
metric for any R[−1,1]×[−1,1]. We note that C could take entries cij relating to any

1As suggested in Remark 2.2.4, a divergence measure D is not necessarily a valid distance metric.
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correlation measure, including that of Pearson or Spearman. This is beneficial as Pear-
son’s correlation coefficient captures only the linear relationship of the data, whereas
Spearman’s correlation can capture non-linear dependency.

We shall also consider a metric relating to the accuracy of synthetic marginal distribu-
tions for each factor. As well as visually assessing the similarity of real and synthetic
data via histograms, we will utilise a distance measure based on the Kolmogorov-Smirnov
(KS) statistic (Massey, 1951).

Definition 3.2.3 (Empirical Distribution Function). The empirical distribution func-

tion “G(x) of some variable X ∈ D is given by“G(x) = # of elements in X ≤ x

n
(3.5)

Definition 3.2.4 (KS Distance). For some random matrices A,B ∈ Rn×(K+1) we denote
the i-th column as Ai. We define the KS distance as

dKS(A
i, Bi) = sup

x

∣∣∣∣“GAi(x)− “GBi(x)∣∣∣∣, (3.6)

and the average KS distance as

dKS(A,B) =
1

K + 1

K+1∑
i=1

sup
x

∣∣∣∣“GAi(x)− “GBi(x)∣∣∣∣ (3.7)

where “GAi(x) and “GBi(x) represent the empirical distribution functions of Ai and Bi

respectively.

Remark 3.2.5 (KS Distance). In the context of this project we will interpret KS dis-
tance as the maximum deviation between the empirical distribution functions of the real
and synthetic data.

Lastly, we will consider Machine Learning (ML) efficiency1. It should be noted that there
are varying interpretations for this measure, such as that of Kotelnikov et al. (2022) or
Xu et al. (2019), and in this project we refer to the procedure defined below.

Definition 3.2.6 (ML Efficiency). Given D and “D, denoting the real and synthetic data
respectively, we create binary variable I and add it to each data set, where

I =
®
1 I ∈ D,
0 I ∈ “D. (3.8)

We then train a tree-based classifier model2 on Daug = (D, “D) to predict I, with all

1Also commonly referred to as ML efficacy or ML utility.
2Based on the gradient-boosted tree methods discussed in the next section.
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remaining columns as features. The ML efficiency is then

dML(D, “D) = 1− BCE(I, Î), (3.9)

where BCE is as defined in Definition 2.2.8, giving dML ∈ [0, 1]. A lower value of dML is
interpreted as a better score for the synthetic data.

3.3 Predictive Models

We have discussed that deep learning models have seen great success in the generative
model setting, however it is clear to any visitor of machine learning competition sites such
as Kaggle that alternative approaches, when applied to supervised learning, are quicker
and often with better performance (Shwartz-Ziv and Armon, 2022). For problems in-
volving tabular data, Gradient Boosted Trees (GBT) seem to consistently outperform
competitor models (Borisov et al., 2021). Extreme Gradient Boosting (XGBoost), first
introduced by Chen and Guestrin (2016) is the most popular GBT implementation,
however we will use a slightly newer variant, Light Gradient-Boosting Machine (LGBM)
(Ke et al., 2017), which offers faster training (Bentéjac et al., 2020).

A competitor MLP model will also be used for predictions, to examine whether any
changes from data augmentation are effective across different model types. Other model
variants were also tested, however due to the computational constraints of training sev-
eral models, the MLP was chosen with the model with best performance, in terms of
testing MSE, after LGBM. Both the LGBM and MLP models provide a cross-sectional
treatment of the regression problem (as discussed in Section 3.1.2).

As we have already provided a technical explanation of the MLP and how it can be used
for regression tasks, we will now provide some details of tree-based approaches.

Definition 3.3.1 (Tree-based Regression). Partition the factor matrix F into P1, P2, . . . , PM

disjoint partition. For each region, let the respective returns R
(i)
T,m be modelled by some

constant, cm, such that

R̂
(i)
T =

M∑
m=1

cmI(Fi ∈ Pm), (3.10)

where Fi denotes the i-th row of the respective matrix and

cm =

∑n
i=1R

(i)
T I(Fi ∈ Pm)∑n

i=1 I(Fi ∈ Pm)
,

interpreted as the average value of R
(i)
T in the m-th partition. A greedy procedure is

used to determine the optimal splits for P1, P2, . . . , PM , outlined in Section 9.2 of Hastie
et al. (2001).

Definition 3.3.2 (Boosting Trees). A boosting function Gk(Fi) iteratively fits a subse-

https://www.kaggle.com/
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quent model Gk+1(Fi) to predict the residual of its predecessor, i.e.

Gk+1(Fi) = Gk(Fi) + hk(Fi) (3.11)

where hk(Fi) =
¤�
R

(i)
T −Gk(Fi). Setting the prediction of hk(Fi) to be that of (3.10)

performs boosted tree regression.

Remark 3.3.3 (LGBM). The LGBM model is a variant of a gradient-boosted tree. For
a full outline of the algorithm see Ke et al. (2017). Below we highlight some differences
between a vanilla boosted-tree model and the LGBM implementation:

• When calculating optimal partitioning, the LGBM model aggregates continuous
features to discrete bins, via a histogram approach, reducing the computational
complexity of the optimisation procedure.

• The LGBM model employs a technique known as gradient-based one-side sampling.
During the gradient-based optimisation procedure, the algorithm bootstraps sam-
ples of data with lower loss function gradients, see Wang et al. (2019a) for a detailed
explanation.

• Feature engineering is natively performed via exlusive feature bundling, which com-
bines sparse features, more details of which are also available in the original paper.

As well as the performance benefits we have mentioned, these changes and some other
minor differences give the benefits that: categorical and missing features can be han-
dled without any special treatments (i.e. imputation/encoding); some regularisation is
applied which reduces overfitting; the algorithm can handle very large (both long and
wide) data sets.

3.3.1 Performance Metrics

When generating return predictions and building a portfolio from the respective weights,
some natural variability is present across different periods. To assess the performance
of augmentation methods over different periods, we employ a walk-forward validation
approach, in that we train a predictive model on an eight-year period and generate
forecasts (from which a portfolio is created) for the subsequent quarter. The train-test
window is then walked forward one quarter, creating a total of twenty testing periods
(see Figure 3.4). The performance metrics recorded are the mean values across these
twenty periods.

In evaluating the historic performance of our constructed portfolio, we can compute the
Total Returns (TR), given by

TRT =
∑
t<T

∑
i

Rtw
(i)
t , (3.12)
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2006 2008 2010 2012 2014 2016 2018

...
...

Year

Train

Test

Figure 3.4: Walk-forward validation procedure, with eight-year training periods, one-
quarter testing periods, and a one-quarter step size.

where w
(i)
t refers to the weights as defined in Section 2.1.2. Additionally, the Sharpe

Ratio (SR), first used by Sharpe (1966), is a risk-adjusted metric used in return calcula-
tions, where typically 0 ≤ SR ≤ 1 is considered poor, and SR > 1 as good. In evaluation
we will use an estimator for the annualised SR (Riondato, 2018) given below.

Definition 3.3.4 (Annualised SR).”SR =
√
255 · µ

σ
(3.13)

where µ, σ are the estimated mean and standard deviation of {TRt}t=ntt=1 , respectively.

We note that the constant term in the above expression relates to the average number
of trading days per year. In this form SR is interpreted as the ratio of expected daily
returns against the volatility of daily returns, scaled by the time horizon.

Some other popular metrics we will use are: the Pearson correlation between predicted
and actual returns, referred to as the Information Coefficient (IC); the rank IC using
Spearman correlation, and the Hit Rate (HR), defined below.

Definition 3.3.5 (HR). Given R
(i)
T and R̂

(i)
T , the HR is defined by

HR =
1

n

n∑
i=1

[
I
sgn(R

(i)
T )=sgn(“R(i))

]
, (3.14)

where I denotes the indicator function and sgn(·) the sign function.

HR can be interpreted as the proportion of times a prediction successfully matched the
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direction in movement of returns (i.e. an increase or decrease). A value of |HR| > 0.5
indicates a model capturing good information on the movement of returns.

3.4 Implementation

All the methods outlined above are implemented in Python. The full code for the project
is available in a GitHub repository1. Standard packages such as numpy and pandas are
used throughout, as well as PyTorch for building and training neural networks. The
Synthetic Data Vault (SDV) package (Patki et al., 2016) provides a standardised syntax
for applying reversible transformations and building tabular data synthesizers, and is
used extensively in this project2, particularly for the TVAE and CTGAN.

In Figure 3.5 we provide the model workflow. Each individual period depicted in Figure
3.4 will have a single pass through the model workflow. The data is first pre-processed,
where multiple data sources are combined to form D given by (2.6), along with the
transformations outlined in Section 3.1, with the results stored as a parquet file. If the
workflow is generating a baseline run (i.e. no augmentation), D is directly passed the
the training and prediction script; alternatively Daug is passed. When the predictive
models finish training, augmentation and validation metrics are calculated.

parse data

Transform
and store D
(parquet file)

augment data

(3.2.1) baselines;
TVAE;
CTGAN

Generate
and store “D
(parquet file)

train predict
train model

MLP;
LGBM

predict model

Store return
predictions “RT

validate model
Store sum-

mary metrics

Figure 3.5: Code structure for project implementation: blue boxes represent scripts;
orange boxes represent storage and grey boxes represent child functions of a
script.

1https://github.com/jjmarks/msc-thesis-code
2Some modifications were made to the original SDV package, such as logging loss values for TVAE.

All relevant changes have been submitted to the SDV GitHub repository.

https://github.com/jjmarks/msc-thesis-code
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4 Results and Further Work

4.1 Results

4.1.1 Synthetic Data Quality

In assessing the quality of generated data samples “D, we produce summary Table 4.1,
Figure 4.1 and Figure 4.2. From the figures, which provide histograms of the real and
synthetic data, we see that both the TVAE and CTGAN create samples which well
approximate the marginal densities of the true data, noting that the CTGAN performs
particularly well with some more non-standard densities (such as that of f40 or f69).

In Table 4.1, we divide the synthesis methods into baseline and deep learning approaches.
We observe that in terms of the ‘closeness’ between D and “D, the baseline approaches
produce the lowest KS and CMD distance metrics. This is to be expected as the best
approximation of D is the original data itself, and the baseline methods effectively ap-
ply some minor perturbations to D. It is for this reason that we have also investigated
the impact of different augmentation techniques on model and portfolio performance, to
establish their utility to some extent.

For the deep learning approaches, the CTGAN is clearly the best performing. We note,
additionally, that in terms of ML efficiency, the CTGAN approach also significantly
outperforms the baseline approaches. Given our previous comment on the baseline ap-
proaches, the low ML distance of the CTGAN may initially appear surprising, however
considering the adversarial objective of the CTGAN to maximise the discriminator loss,
this result appears justified.

Method dKS dCMD dML

IID Resampling 0.0940 0.0005 0.5056
Trajectory Resampling 0.0940 0.0013 0.5253
PCA 0.0998 0.0013 0.8947

VAE 0.1593 0.0810 0.9635
TVAE 0.1092 0.0645 0.4859
CTGAN 0.1025 0.0485 0.3294

Table 4.1: Augmentation metrics (Section 3.2.3) calculated on the full available period
(2006-2018). Lower values are better; the best values are highlighted in bold.
Metrics: dKS, average KS statistic; dCMD, distance between Pearson correla-
tion matrices; dML, complement loss of synthetic data classifier.
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4.1.2 Model Performance

In Table 4.2 we summarise the impact of different augmentation methods on training and
testing errors, per objective (I) of Section 1.2. We highlight that for LGBM predictions,
TVAE augmentation resulted in the lowest out-of-sample error, and for MLP predictions,
CTGAN augmentation gave the lowest out-of-sample error. Lastly, we comment that
over both predictive models, all augmentation methods provided better out-of-sample
performance that the respective baseline approaches.

Model Augmentation Training MSE Testing MSE

LGBM None 0.9530 0.9993
CTGAN 0.9702 0.9974
TVAE 0.9577 0.9963
PCA 0.9590 0.9969
IID Resample 0.9583 0.9973
Trajectory Resample 0.9556 0.9984

MLP None 0.9372 1.0412
CTGAN 0.9883 1.0138
TVAE 0.9498 1.0207
PCA 0.9429 1.0302
IID Resample 0.9317 1.0449
Trajectory Resample 0.9329 1.0411

Table 4.2: Model performance calculated via walk-forward validation. Lower values are
better; the best value for each model is highlighted in bold. Errors are calcu-
lated as MSE = MSE(RT ,“RT ), T ∈ {training period, testing period}.

4.1.3 Portfolio Performance

We produce Table 4.3 assessing the impact of augmentation method on constructed
portfolio performance, to meet objective (II) of Section 1.2.

For the LGBM model, we see that the most successful construction appears to be that
created using TVAE augmentation, which produced the highest total returns, SR and
IC. For the MLP model there is no clear superior augmentation method, however we
highlight that the TVAE portfolio also perfoms well, with the highest total returns and
second highest SR.

We comment that across both models the best portfolio appears to be one constructed
using data augmentation, highlighting improved performance over the baseline approach
in most cases.
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Factor 1 Factor 2 Factor 3 Factor 4 Factor 5 Factor 6

Factor 7 Factor 8 Factor 9 Factor 10 Factor 11 Factor 12

Factor 13 Factor 14 Factor 15 Factor 16 Factor 17 Factor 18

Factor 19 Factor 20 Factor 21 Factor 22 Factor 23 Factor 24

Factor 25 Factor 26 Factor 27 Factor 28 Factor 29 Factor 30

Factor 31 Factor 32 Factor 33 Factor 34 Factor 35 Factor 36

Factor 37 Factor 38 Factor 39 Factor 40 Factor 41 Factor 42

Factor 43 Factor 44 Factor 45 Factor 46 Factor 47 Factor 48

Factor 49 Factor 50 Factor 51 Factor 52 Factor 53 Factor 54

Factor 55 Factor 56 Factor 57 Factor 58 Factor 59 Factor 60

Factor 61 Factor 62 Factor 63 Factor 64 Factor 65 Factor 66

Factor 67 Factor 68 Factor 69 Factor 70 Factor 71 Real Data
Synthetic Data

Figure 4.1: Marginal densities of each numeric factor fi ∈ [−5, 5] for original data against
TVAE synthesised samples.



4 Results and Further Work 30

Factor 1 Factor 2 Factor 3 Factor 4 Factor 5 Factor 6

Factor 7 Factor 8 Factor 9 Factor 10 Factor 11 Factor 12

Factor 13 Factor 14 Factor 15 Factor 16 Factor 17 Factor 18

Factor 19 Factor 20 Factor 21 Factor 22 Factor 23 Factor 24

Factor 25 Factor 26 Factor 27 Factor 28 Factor 29 Factor 30

Factor 31 Factor 32 Factor 33 Factor 34 Factor 35 Factor 36

Factor 37 Factor 38 Factor 39 Factor 40 Factor 41 Factor 42

Factor 43 Factor 44 Factor 45 Factor 46 Factor 47 Factor 48

Factor 49 Factor 50 Factor 51 Factor 52 Factor 53 Factor 54

Factor 55 Factor 56 Factor 57 Factor 58 Factor 59 Factor 60

Factor 61 Factor 62 Factor 63 Factor 64 Factor 65 Factor 66

Factor 67 Factor 68 Factor 69 Factor 70 Factor 71 Real Data
Synthetic Data

Figure 4.2: Marginal densities of each numeric factor fi ∈ [−5, 5] for original data against
CTGAN synthesised samples.
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Model Augmentation TR SR HR IC Rank IC

LGBM None 0.0137 3.9670 0.5134 0.0636 0.0118
CTGAN 0.0118 3.9936 0.5158 0.0566 0.0098
TVAE 0.0154 4.3777 0.5120 0.0664 0.0123
PCA 0.0152 4.2402 0.5137 0.0628 0.0135
IID Resample 0.0142 3.8787 0.5135 0.0599 0.0114
Trajectory Resample 0.0149 3.9310 0.5122 0.0608 0.0110

MLP None 0.0057 2.3582 0.5034 0.0279 0.0052
CTGAN 0.0063 2.3129 0.5028 0.0384 0.0074
TVAE 0.0089 2.6384 0.5035 0.0296 0.0073
PCA 0.0063 2.3548 0.5050 0.0303 0.0081
IID Resample 0.0078 2.7161 0.5044 0.0325 0.0080
Trajctory Resample 0.0064 2.5161 0.5032 0.0289 0.0076

Table 4.3: Portfolio metrics calculated via walk-forward validation. Higher values are
better; the best value for each model is highlighted in bold. Metrics: TR,
one-quarter returns; SR, risk-adjusted returns; HR, proportion of correctly
predicted price change directions; IC/Rank IC, Pearson/Spearman correlation
between predicted and real returns.

4.1.4 Computational Cost

It is important to highlight that each method is not equal in terms of computational
cost. From Table 4.4 we see that the baseline approaches are significantly faster than the
deep learning approaches, as we would expect. In some contexts, for instance where a
single model type is being trained, alternatively it may be more time and computation-
ally efficient to apply a parameter search to some regularisation parameter. However, as
suggested previously, where multiple competitor models (of differing families) are being
trained, data augmentation could provide faster results than grid-searching regulari-
sation approaches to improve out-of-sample model performance. Further quantitative
investigation of differing regularisation techniques is needed to make a direct comparison.
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Augmentation Compute Time (hours)

IID Resampling 0.0837
Trajectory Resampling 0.1255
PC Resampling 0.5842
TVAE 6.4157
CTGAN 7.7821

Table 4.4: Average time taken to generate synthetic data across walk-forward validation
period, including training and sampling, using a cloud instance with eight
threads.

4.2 Further Work

4.2.1 Temporal Treatment

Throughout the project, we have assumed a cross-sectional view of factor modelling.
An alternative and popular approaches is to treat each factor as a time series, and
use sequential generative models to generate new trajectories, such as with TimeVAE
(Desai et al., 2021), TimeGAN (Yoon et al., 2019) or Sig-Wasserstein GANs1 (Ni et al.,
2021). There are also some claims that even rudimentary time-based data augmentation
approaches can yield significant improvements for portfolio construction, see Fons et al.
(2020) for example.

4.2.2 Generative Models

We have discussed only a small subset of generative models. Many iterative improve-
ments of the vanilla GAN and CTGAN exist, for instance CTGAN+ (Peña et al., 2023).
A ‘bespoke’ (domain specific) generative model could also be used, where the loss func-
tion is modified to encourage certain desirable traits in financial time series, for example
see QuantGAN (Wiese et al., 2019).

We have not investigated the cutting edge generative model type: score-based a.k.a.
diffusion models. Synthesizers based on diffusion processes could yield significantly im-
proved results from a synthetic data quality perspective, such as the Tabular Denoising
Diffusion Probabilistic Model (TabDDPM) (Kotelnikov et al., 2022).

4.2.3 Predictive Models

We have only considered a small set of models for prediction, namely MLPs and LGBMs.
Given more time, we would ideally perform hyperparameter tuning for each model across
the walk-forward validation procedure, to determine which values provide the best out-
of-sample performance. We could accomplish this by adding an additional validation
quarter to the walk-forward procedure.

1This is a time-based (see: signature) variant of the Wasserstein GAN mentioned in Section 2.2.4
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Further, as well as considering other neural network and tree-based models (of which
there are many), we may also want to employ an ensemble model, using the weighted
predictions of multiple model types, which often has better performance than that of the
constituent models, see Moreira et al. (2012). The models we have used are also capable
of multi-task learning, in that we could equally have chosen a vectorised target variable
R = (Rt+1, Rt+2, . . .) rather than the scalar target RT = Rt+10 used in this project, at
some additional computational cost. This may provide a more robust approach when
converting predictions to portfolio weights.

4.2.4 Imputation Methods

As discussed in Section 3.1.1.2, only the most basic imputation procedures are used in
this project. It is possible that applying more sophisticated approaches such as Multiple
Imputation by Chained Equations (MICE) (Azur et al., 2011), or better yet, for time
series data, state-of-the art approaches such as Graph Recurrent Imputation Network
(GRIN) (Cini et al., 2021), which could yield better results.
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5 Conclusion

We have provided a detailed background of factor-based asset return models, generative
models and data augmentation. We have discussed why data augmentation is an ap-
propriate tool to improve the performance of factor-based models, as well as why deep
generative models are a useful means to carry out such augmentation. Throughout the
project we have outlined a full procedure for testing different predictive models and aug-
mentation techniques, including that of portfolio construction and portfolio performance.
Further, we have defined several measures to gauge the quality of synthetic data samples,
as a diagnostic step in comparing augmentation performance. The approaches used in
this project provide multiple lenses through which we can view the utility of different
data augmentation techniques, which could serve as a useful benchmark for future work
comparing different synthetic data generation methods. Whilst most directly applicable
to problems relating to portfolio allocation in a cross-sectional data setting, the workflow
and metrics used in this project could more generally be applied to any cross-sectional
regression problem, as we have treated each factor very generally - applying arbitrary
feature labels and making no individual alterations.

During our investigation, we have made multiple findings relating to the application of
data augmentation in the context of factor modelling. In our exploration of generative
models, we have seen that the basic VAE ‘smooths’ the marginal density of synthetsised
data, similar to the blurring effect discussed during the introduction to deep generative
models. Further experiments saw that by applying additional transformations, TVAE
appears to overcome this issue, and generates good quality synthetic samples - as relates
to marginal densities. Our results also show that the CTGAN model can generate sam-
ples that look very similar to the original data - in some sense even more similar than
the noisy resampling approaches, exemplified by the highest-performing ML efficiency
observed in CTGAN samples. The investigation has also shown that bagging-type ap-
proaches themselves can offer some desirable improvements, and could be a good low-cost
alternative to regularisation and deep learning synthesizers.

Overall, we have carried out an investigation to satisfy our original objectives (I) and
(II). The key takeaway of the investigation is that, in the context of factor-based asset
return modelling, using generative models for data augmentation appears to provide im-
provements to both model predictive performance and respective constructed portfolio
performance.
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A.1 Summary Statistics

Factor Mean Variance Skew Median Mode Min Max

1 -0.0 0.9772 4.4988 -0.0226 -0.3946 -46.0179 54.2384
2 0.0 0.9832 6.7562 -0.0343 -0.4538 -52.9360 54.5434
3 -0.0 0.9819 -1.0484 0.1769 0.5347 -8.1534 6.6493
4 0.0 0.9758 29.9960 -0.0784 -0.2349 -48.9146 55.2532
5 -0.0 0.9906 37.9080 -0.0679 -0.0715 -0.3144 54.2172
6 -0.0 0.9740 18.3483 -0.1515 -0.6275 -0.9699 49.2981
7 0.0 0.9764 24.6204 -0.0927 -0.4284 -27.2863 54.4618
8 0.0 0.9874 -22.9221 0.0350 0.0584 -54.4859 53.3275
9 0.0 0.9797 -4.8160 -0.0406 -0.1892 -54.5718 53.2951
10 -0.0 0.9835 0.0052 -0.0161 -0.1947 -13.7465 12.3249
11 0.0 0.9924 8.1521 -0.0077 -0.0156 -48.6306 50.7806
12 -0.0 0.9821 0.3666 -0.0326 0.1394 -13.9616 11.6953
13 0.0 0.9906 -0.0764 0.0404 -0.0495 -10.9210 10.5134
14 0.0 0.9835 0.0103 0.0360 3.7082 -6.7849 5.7545
15 -0.0 0.9828 -0.0425 0.0011 0.5375 -6.9892 7.3822
16 -0.0 0.9839 0.6602 -0.1153 0.2275 -9.5148 7.8355
17 0.0 0.9869 5.5619 -0.0477 -1.9762 -6.4481 54.5335
18 0.0 0.9818 27.0843 -0.1133 -0.1424 -0.6686 49.4652
19 -0.0 0.9805 0.6661 -0.0334 -0.1654 -13.8455 13.0899
20 0.0 0.9923 9.4259 0.0023 0.0187 -53.4416 53.5378
21 -0.0 0.9858 -0.1752 0.0437 -0.1057 -17.5881 20.2141
22 -0.0 0.9814 0.1705 -0.0216 0.3743 -11.4358 10.8658
23 0.0 0.9943 7.1790 -0.0062 0.0019 -54.4126 54.3505
24 -0.0 0.9790 0.9677 -0.0375 -0.3468 -12.6134 13.4280
25 0.0 0.9806 0.4655 -0.0341 -3.4495 -11.5289 11.5093
26 0.0 0.9864 -0.5143 0.0547 -0.0712 -23.8274 18.7183
27 -0.0 0.9836 -0.4169 0.0310 -0.1558 -25.9485 11.5110
28 0.0 0.9753 -6.0601 0.0798 -0.3560 -54.4956 50.6805
29 0.0 0.9787 -0.0119 0.0049 -0.1876 -9.7592 9.7970
30 -0.0 0.9890 -1.1012 0.0178 0.0228 -53.9103 54.4845
31 0.0 0.9881 1.2849 0.0139 -0.0116 -54.1233 53.8101
32 -0.0 0.9879 -24.6143 0.0617 0.0660 -54.6567 53.4473
33 0.0 0.9723 -0.2598 0.0634 -4.1121 -15.2107 42.0209
34 -0.0 0.9769 0.3049 -0.0320 -0.1261 -9.7000 10.2992
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35 -0.0 0.9808 25.4674 -0.1072 9.4602 -0.3832 52.9899
36 0.0 0.9815 0.5040 -0.0463 -1.0043 -6.9974 7.4556
37 0.0 0.9899 -7.1442 0.0209 -0.5513 -52.7849 52.9639
38 -0.0 0.9902 5.1351 0.0011 -0.4053 -52.7270 52.9907
39 -0.0 0.9659 19.4965 -0.1619 -0.4049 -0.6776 54.4455
40 -0.0 0.9708 0.9540 -0.4651 -0.8772 -1.3936 2.8185
41 0.0 0.9817 0.3297 -0.0466 0.0014 -7.5680 6.9104
42 -0.0 0.9806 1.5272 -0.0759 -0.1635 -5.8691 9.1529
43 0.0 0.9903 38.2986 -0.0499 -0.2242 -6.2933 54.6937
44 -0.0 0.9840 0.4622 -0.0914 -0.7456 -5.3517 5.6448
45 0.0 0.9702 -2.1818 0.2849 0.3729 -12.9047 12.1206
46 -0.0 0.9819 0.3321 -0.0326 -0.4189 -8.0012 7.2747
47 0.0 0.9856 0.5365 -0.1365 2.1968 -6.6619 3.9100
48 0.0 0.9826 -2.1470 0.3273 0.8671 -17.9389 1.4819
49 0.0 0.9727 25.2712 -0.1027 -0.2848 -0.4428 54.2835
50 -0.0 0.9798 1.1214 -0.1298 -0.1373 -6.4194 7.5226
51 0.0 0.9797 -0.2301 0.0448 1.5879 -13.8928 17.7299
52 -0.0 0.9890 16.3642 -0.0329 0.1024 -20.1696 54.4297
53 -0.0 0.9819 -0.0181 -0.0412 0.1988 -21.1443 8.5257
54 -0.0 0.9813 -0.1162 0.0321 0.1523 -9.0387 8.7643
55 0.0 0.9896 -1.4791 0.0162 0.0083 -39.6036 36.4353
56 0.0 0.9858 0.1505 0.0476 -0.0699 -19.9474 26.1203
57 0.0 0.9820 0.2293 -0.0278 0.3919 -14.4274 19.1276
58 -0.0 0.9957 32.9044 -0.0071 -0.0183 -54.6036 55.2522
59 -0.0 0.9986 -21.3880 0.0164 0.1116 -54.4090 54.9944
60 0.0 0.9852 -0.2895 0.0356 0.0879 -20.5521 20.2918
61 -0.0 0.9771 0.6236 -0.0680 0.3544 -18.9709 16.8974
62 0.0 0.9941 28.1489 -0.0241 -0.0379 -49.7484 54.5884
63 -0.0 0.9788 0.3604 -0.0372 6.1116 -14.8489 13.4157
64 0.0 0.9849 -0.0372 0.0051 -0.1358 -18.0053 26.3842
65 0.0 0.9868 -0.0476 0.0132 -1.4205 -6.3564 40.1684
66 0.0 0.9850 0.0163 0.0098 -1.0463 -6.5893 45.4618
67 0.0 0.9781 -1.2947 0.0102 4.4999 -15.7531 10.0190
68 0.0 0.9655 20.4901 -0.1501 -0.5084 -23.7336 54.3273
69 0.0 0.9908 0.5598 -0.2273 -1.1952 -1.5819 3.6335
70 -0.0 0.9889 1.5064 -0.3530 -1.0196 -1.2782 5.3629
71 0.0 0.9781 3.2859 -0.3026 5.5821 -1.0752 7.7385

Table A.1: Key summary statistics for each factor.
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Figure A.1: Percentage of missing values for each observed factor.
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A.2 Impact of Imputation
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Figure A.2: Effects of zero-filling for f62 series and marginal density.
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Figure A.3: Effects of forward-filling for f11 series and marginal density.
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A.3 VAE Synthetic Data

Factor 1 Factor 2 Factor 3 Factor 4 Factor 5 Factor 6

Factor 7 Factor 8 Factor 9 Factor 10 Factor 11 Factor 12

Factor 13 Factor 14 Factor 15 Factor 16 Factor 17 Factor 18

Factor 19 Factor 20 Factor 21 Factor 22 Factor 23 Factor 24

Factor 25 Factor 26 Factor 27 Factor 28 Factor 29 Factor 30

Factor 31 Factor 32 Factor 33 Factor 34 Factor 35 Factor 36

Factor 37 Factor 38 Factor 39 Factor 40 Factor 41 Factor 42

Factor 43 Factor 44 Factor 45 Factor 46 Factor 47 Factor 48

Factor 49 Factor 50 Factor 51 Factor 52 Factor 53 Factor 54
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Factor 67 Factor 68 Factor 69 Factor 70 Factor 71 Real Data
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Figure A.4: Marginal densities of each numeric factor fi ∈ [−5, 5] for original data
against VAE synthesised samples. VAE hyperparameters matched that of
Table 3.1.
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Candice Bentéjac, Anna Csörgő, and Gonzalo Mart́ınez-Muñoz. A comparative analy-
sis of gradient boosting algorithms. Artificial Intelligence Review, 54(3):1937–1967,
August 2020. doi: 10.1007/s10462-020-09896-5. URL https://doi.org/10.1007/

s10462-020-09896-5.

David M. Blei and Michael I. Jordan. Variational inference for Dirichlet process mixtures.
Bayesian Analysis, 1(1):121 – 143, 2006. doi: 10.1214/06-BA104. URL https://doi.

org/10.1214/06-BA104.

Vadim Borisov, Tobias Leemann, Kathrin Sessler, Johannes Haug, Martin Pawelczyk,
and Gjergji Kasneci. Deep neural networks and tabular data: A survey. IEEE
transactions on neural networks and learning systems, PP, 2021. URL https:

//api.semanticscholar.org/CorpusID:238353897.

Vadim Borisov, Tobias Leemann, Kathrin Seßler, Johannes Haug, Martin Pawelczyk, and
Gjergji Kasneci. Deep neural networks and tabular data: A survey. IEEE Transactions
on Neural Networks and Learning Systems, pages 1–21, 2022. doi: 10.1109/TNNLS.
2022.3229161.

George E. P. Box. Science and statistics, “all models are wrong, but some are useful”.
Journal of the American Statistical Association, 71(356):791–799, December 1976.
doi: 10.1080/01621459.1976.10480949. URL https://doi.org/10.1080/01621459.

1976.10480949.

https://arxiv.org/abs/1701.07875
https://onlinelibrary.wiley.com/doi/abs/10.1002/mpr.329
https://onlinelibrary.wiley.com/doi/abs/10.1002/mpr.329
https://doi.org/10.1111/joes.12532
https://doi.org/10.1111/joes.12532
https://doi.org/10.1007/s10462-020-09896-5
https://doi.org/10.1007/s10462-020-09896-5
https://doi.org/10.1214/06-BA104
https://doi.org/10.1214/06-BA104
https://api.semanticscholar.org/CorpusID:238353897
https://api.semanticscholar.org/CorpusID:238353897
https://doi.org/10.1080/01621459.1976.10480949
https://doi.org/10.1080/01621459.1976.10480949


Bibliography A7

Leo Breiman. Bagging predictors. Machine Learning, 24(2):123–140, August 1996. doi:
10.1007/bf00058655. URL https://doi.org/10.1007/bf00058655.

Brandon Butcher and Brian J. Smith. Feature engineering and selection: A practical
approach for predictive models. The American Statistician, 74(3):308–309, 2020. doi:
10.1080/00031305.2020.1790217. URL https://doi.org/10.1080/00031305.2020.

1790217.

N. Chawla, K. Bowyer, Lawrence O. Hall, and W. Philip Kegelmeyer. Smote: Synthetic
minority over-sampling technique. ArXiv, abs/1106.1813, 2002. URL https://api.

semanticscholar.org/CorpusID:1554582.

Tianqi Chen and Carlos Guestrin. Xgboost: A scalable tree boosting system. 2016. doi:
10.48550/ARXIV.1603.02754. URL https://arxiv.org/abs/1603.02754.
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Ali Razavi, Aäron van den Oord, Ben Poole, and Oriol Vinyals. Preventing posterior
collapse with delta-vaes, 2019. URL https://arxiv.org/abs/1901.03416.

Matteo Riondato. Sharpe ratio: Estimation, confidence intervals, and hy-
pothesis testing, Sep 2018. URL https://www.twosigma.com/articles/

sharpe-ratio-estimation-confidence-intervals-and-hypothesis-testing/.

Barr Rosenberg. Extra-market components of covariance in security returns. The Journal
of Financial and Quantitative Analysis, 9(2):263, 1974. doi: 10.2307/2330104.

Sebastian Ruder. An overview of gradient descent optimization algorithms.
ArXiv, abs/1609.04747, 2016. URL https://api.semanticscholar.org/CorpusID:

17485266.

William F. Sharpe. Capital asset prices: A theory of market equilibrium under conditions
of risk*. The Journal of Finance, 19(3):425–442, 1964. doi: 10.1111/j.1540-6261.1964.
tb02865.x.

William F. Sharpe. Mutual fund performance. The Journal of Business, 39(1):119–138,
1966. ISSN 00219398, 15375374. URL http://www.jstor.org/stable/2351741.

Connor Shorten and Taghi M. Khoshgoftaar. A survey on image data augmentation for
deep learning. Journal of Big Data, 6(1), July 2019. doi: 10.1186/s40537-019-0197-0.
URL https://doi.org/10.1186/s40537-019-0197-0.

Ravid Shwartz-Ziv and Amitai Armon. Tabular data: Deep learning is not all you need.
Information Fusion, 81:84–90, 2022. ISSN 1566-2535. doi: https://doi.org/10.1016/j.
inffus.2021.11.011. URL https://www.sciencedirect.com/science/article/pii/

S1566253521002360.

Jascha Sohl-Dickstein, Eric A. Weiss, Niru Maheswaranathan, and Surya Ganguli. Deep
unsupervised learning using nonequilibrium thermodynamics, 2015. URL https://

arxiv.org/abs/1503.03585.

Nassim Nicholas Taleb. The black swan: The impact of the highly improbable. 2007.
URL https://api.semanticscholar.org/CorpusID:56106222.

Ronghua Wang, Yang Liu, Xi Ye, Quan Tang, Jing Gou, Mingzeng Huang, and Yunfeng
Wen. Power system transient stability assessment based on bayesian optimized light-
gbm. In 2019 IEEE 3rd Conference on Energy Internet and Energy System Integration
(EI2), pages 263–268, 2019a. doi: 10.1109/EI247390.2019.9062027.

Zhengwei Wang, Qi She, and Tomas E. Ward. Generative adversarial networks in com-
puter vision: A survey and taxonomy, 2019b. URL https://arxiv.org/abs/1906.

01529.

https://arxiv.org/abs/2302.02269
https://arxiv.org/abs/1901.03416
https://www.twosigma.com/articles/sharpe-ratio-estimation-confidence-intervals-and-hypothesis-testing/
https://www.twosigma.com/articles/sharpe-ratio-estimation-confidence-intervals-and-hypothesis-testing/
https://api.semanticscholar.org/CorpusID:17485266
https://api.semanticscholar.org/CorpusID:17485266
http://www.jstor.org/stable/2351741
https://doi.org/10.1186/s40537-019-0197-0
https://www.sciencedirect.com/science/article/pii/S1566253521002360
https://www.sciencedirect.com/science/article/pii/S1566253521002360
https://arxiv.org/abs/1503.03585
https://arxiv.org/abs/1503.03585
https://api.semanticscholar.org/CorpusID:56106222
https://arxiv.org/abs/1906.01529
https://arxiv.org/abs/1906.01529


Bibliography A11

Magnus Wiese, Robert Knobloch, Ralf Korn, and Peter Kretschmer. Quant gans: Deep
generation of financial time series. 2019. doi: 10.48550/ARXIV.1907.06673. URL
https://arxiv.org/abs/1907.06673.

Lei Xu, Maria Skoularidou, Alfredo Cuesta-Infante, and Kalyan Veeramachaneni. Mod-
eling tabular data using conditional gan, 2019. URL https://arxiv.org/abs/1907.

00503.

Jinsung Yoon, Daniel Jarrett, and Mihaela van der Schaar. Time-series generative adver-
sarial networks. In H. Wallach, H. Larochelle, A. Beygelzimer, E. Fox, and R. Garnett,
editors, Advances in Neural Information Processing Systems, volume 32. Curran As-
sociates, Inc., 2019. URL https://proceedings.neurips.cc/paper_files/paper/

2019/file/c9efe5f26cd17ba6216bbe2a7d26d490-Paper.pdf.

https://arxiv.org/abs/1907.06673
https://arxiv.org/abs/1907.00503
https://arxiv.org/abs/1907.00503
https://proceedings.neurips.cc/paper_files/paper/2019/file/c9efe5f26cd17ba6216bbe2a7d26d490-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2019/file/c9efe5f26cd17ba6216bbe2a7d26d490-Paper.pdf

	Abbreviations
	Introduction
	Related Work
	Data Augmentation
	Factors and Asset Pricing
	Generative Models for Tabular Data
	Data Augmentation in Asset Pricing

	Objectives
	Organisation

	Technical Background
	An Overview of the Problem
	Factor Models
	Portfolio Allocation
	Data Description

	Generative Modelling
	Deep Generative Modelling
	Neural Networks

	Variational Autoencoders
	Generative Adversarial Networks
	Comparing Generative Models


	Methodology
	Data Treatment
	Factor Transformations
	Normalisation
	Imputation
	Encoding

	Cross-Sectional versus Temporal Perspective

	Data Augmentation
	Baseline Approaches
	Independent Resampling
	Trajectory Resampling
	Principal Component Sampling

	Generative Approaches
	Augmentation Metrics

	Predictive Models
	Performance Metrics

	Implementation

	Results and Further Work
	Results
	Synthetic Data Quality
	Model Performance
	Portfolio Performance
	Computational Cost

	Further Work
	Temporal Treatment
	Generative Models
	Predictive Models
	Imputation Methods


	Conclusion
	Appendices
	Summary Statistics
	Impact of Imputation
	VAE Synthetic Data


